Variable Length Goertzel Filters
The MESA, FFT, and Goertzel algorithms may each be used to estimate the spectrum of a price series. Our goal in this estimation is to find the cyclic components that are currently active. The operative word here is “currently”. We are not really interested in the cyclic components that were active in the past, because these will not help to predict the future. If we assume that the current components will remain active for a few more bars, then we can use the frequency, amplitude and phase of these to build an estimate of how the price will change over this time.

But the algorithms in common use suffer from a common flaw. They are all computed over a fixed block length, chosen as a compromise between short length for high frequency components and long length for low frequency components. (Please read 1/period for frequency). This means that the amplitudes of short duration high frequency components are not properly estimated, since they may not appear in the whole block analyzed. Worse, it means that components that are no longer present may show up with the same amplitude as components that are current, because both appear in the total block. It also means that the spectrum may be distorted by components that are no longer present. As an example of this, consider the signal in Figure 1 below. It consists of a sinewave at period 720 with length 2160, another at 360 with length 1080, ending at the current sample (so it is a current component), and one at 520 with length 1080 ending at the 1081st sample, so it is not currently active.
[image: image1.emf]-2.5

-2

-1.5

-1

-0.5

0

0.5

1

1.5

2

1 210 419 628 837 104612551464167318822091

period 720

period 520

period 360

sum


I chose these to start and end at 0 so that end point flattening is not critical at these frequencies.

The next figure shows the Goertzel analysis of this signal with two different lengths. The three analyses are for length 2160, and two for length 1080, one for the first 1080 samples, and one for the second 1080 samples.
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We can see that when we analyze the whole block (yellow line) we find the period 720 component (at about 769) but the (active) 360 component and the (inactive) 520 component are not clearly shown.(I suspect that if we used the center of gravity of the large lump the frequency would shift toward 720, but that’s for another analysis). One of the problems here is that the non-active component is included in the block, and causes a mess. Furthermore, the amplitude of the lower period components looks to be much less, so one might be tempted to ignore it (them). Remember that one component currently has an amplitude that is the same as the longer period component, and one is 0.
The analysis of the first half of the samples shows both components at the same amplitude, but because only 1.5 cycles of the longer period component are included, the resolution of the longer period component is not very good. If noise were present, the Goertzel algorithm might have trouble finding the long period component.

The question is: what is the best block length to use? I don’t know, but I have an idea that will obviate the question. To understand, first notice that both the FFT and the Goertzel implement a bank of identical resolution filters in which each filter looks at the input for the fixed length of the FFT, or Goertzel, this lenghth determining the resolution. If we implemented a set of filters with variable resolution, where the higher frequency filters have less resolution and therefore look at shorter length blocks, then each filter would depend only on the last set of samples that are current for the frequency analyzed. By controlling the length of each filter, we could minimize the effects of older components that are no longer present. ( The Goertzel filters usually require about 3 cycles to make a good estimate of  signal presence, so initially we might choose a length of 3 periods for each frequency). The final figure shows the analysis of the same signal with a bank of filters with variable length that are computed using the Goertzel algorithm.
A problem arises if one wishes to use end point flattening with this analysis. Each filter must have its end points flattened independently. This adds somewhat to the computation, but that’s not the problem. The problem is that the end point flattening seems to cause small variations in the filter output, so that the amplitude curve is no longer smooth. I have tried this algorithm on FX price data with and without end flattening. It seems to perform better (just from looking at the amplitude vs frequency curve, not from testing for prediction error) without end point flattening.
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Here we see that both current components are clearly identified, though the period 720 component peak is slightly high in both frequency and amplitude.

Although this example is clearly artificial, and ignores such things as varying frequency and amplitude of the cyclic compnents, and worse leaves out noise effects, it still seems to me that the variable length Goertzel filters are going to be more useful to find the cyclical components that are currently at play in a price series.
